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efficiently with data is especially relevant in this age of 
healthcare technology and electronic data. The ease of 
analysis and modeling of complex and free text data is 
now key and data science needs individuals with both 
data science and domain (healthcare) specific expertise. 
Multiple organizations, notably the federal government, 
are supporting data science initiatives and education. 

The following are two definitions of data science:
• Data science “means the scientific study of the 

creation, validation and transformation of data to 
create meaning.” 2 

• Data science is “the interdisciplinary field of inquiry 
in which quantitative and analytical approaches, 
processes, and systems are developed and used to 
extract knowledge and insights from increasingly 
large and/or complex sets of data.” 3

There is not a universally accepted definition of 
biomedical data science, but it is similar to the above 
data science definitions but deals with biomedical data that 
must include imaging, phenotypic, genotypic molecular, 
clinical, behavioral and environmental data.

INTRODUCTION

We are surrounded by data every day in our work and 
in our play. The data we encounter can be very small, 
such as a phone number (several bytes), or as large as a 
corporate database (several petabytes). A decade ago data 
scientists focused primarily on business intelligence (BI), 
but now this new science is an integral part of all indus-
tries. In the business world algorithms were developed 
to predict customers who would switch to competi-
tors (churn) and determine what additional products a 
consumer might purchase (market basket analysis). Spam 
detection was also a major early business intelligence 
goal. Even in less scientific fields, such as sports, they 
are highly dependent on statistics and data analytics. 1

In this chapter, we will focus primarily on the impact 
of data science on the healthcare sector, i.e. biomedical or 
healthcare data science. Given the nascent nature of this 
field, there is a need for continuous updates and resources 
available about the importance of data science and health-
care data analytics. Being able to work effectively and 
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“Data scientists are able to think of ways to use data to solve problems that otherwise would have been unsolved, 
or solved using only intuition.”

 —Peter Skomoroch, Former Principal Data Scientist at LinkedIn

LEARNING OBJECTIVES 
After reading this chapter the reader should be able to:

• Define the field of biomedical data science
• Enumerate the general requirements for data science 

expertise
• Discuss predictive analytics using statistical or machine 

learning modeling
• Describe the general steps from exploratory data anal-

ysis (EDA) to data presentation

• Provide examples of how data analytics is assisting 
healthcare

• Discuss the challenges facing biomedical data science
• Understand the importance of interdisciplinary collab-

oration in solving healthcare challenges
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In 2013 Cukier and Mayer-Schoenberger aptly named 
the quantification of data “datafication.” 10 Almost every 
Internet activity today can be measured (datafied or quan-
tified) and mined. In addition to the meteoric increase 
in data volume there is also tremendous variety in the 
data, such as location data (geographic information 
system (GIS)) , survey data, image data, email data, 
tweet data, and sensor data; just to mention a few. The 
data science field has been greatly facilitated by faster 
computer processor speed, open-source software designed 
to process large volumes of data, and commodity hard-
ware with more expansive storage. In the biomedical 
domain one must include huge datasets from electronic 
health records and the fact that the human genome can 
be sequenced far more cheaply today. Biomedical data 
science has also benefited from the “open data” era where 
industry and government has tried to make data avail-
able for the public, developers and researchers.11 These 
innovations led to the Big Data era, which we will cover 
later in another chapter. For more information regarding 
the history of data science, Gil Press provided a history 
of data science from 1962 to 2012. 12

Clearly, data science is a relatively new field with 
significant recent popularity, as evidenced by a Google 
Trends analysis from 2014 to 2019 (Figure 1.1). 13 Compare 
that trend line with informatics. While there is undoubt-
edly some hype associated with data science there has 
been great attention to new courses in data science and 
the creation of data science centers across the nation. The 
field is new enough that many details are being worked 
out between disparate academic departments, such as 
statistics and computer science. It is safe to say that 
data science is a convenient umbrella terminology that 
encompasses both computational and statistical thinking. 

Data scientists are in great demand today and sought 
after in all industries. Later in this chapter we will cover the 
educational and career aspects of data science. Data science 
has evolved rapidly as a field to include many necessary 
skill sets required by data scientists. While statistics and 
mathematics are the cornerstone of data science, there are 
many more requirements. The fundamental skill sets and 
expertise required for data scientists are:

• Mathematics and statistics
• Domain expertise e.g.; examples are business and 

healthcare
• Programming in multiple languages: R, Python, 

SQL, etc.
• Database management and data warehousing
• Predictive modeling and descriptive statistics
• Machine learning and artificial intelligence
• Big data
• Communication and presentation (soft skills) 14 

Because data science is relatively new, definitions are 
still evolving. It bears noting that biomedical informatics 
is also an information science, so the definition by some 
authorities is similar to the data science definition. Cited 
in one Biomedical Informatics textbook, it is defined as 
the “scientific field that deals with biomedical informa-
tion, data and knowledge - their storage, retrieval, and 
optimal use for problem-solving and decision making.” 4

Every area of healthcare has become more data-cen-
tric as a result of more available electronic data being 
generated from the electronic health record, genomics, 
patient-worn devices, etc. These data are interpreted for 
clinical and administrative reasons. We are already seeing 
changes in the curricula of health informatics, clinical, 
and nursing informatics to reflect the new skills needed 
in biostatistics, database management, and machine 
learning. As stated in a 2019 AMIA Position Paper there 
is an “increased focus on using the data from electronic 
health records to support research, precision medicine, 
public health and population health.” 5

This chapter is an overview of biomedical data science. 
The other chapters will take the reader from spreadsheets 
to artificial intelligence. 

BACKGROUND AND HISTORY

The concept of data analytics was outlined by John 
Tukey in 1962 and represented a departure from tradi-
tional statistics. In an early article he stated “I have come 
to feel that my central interest is in data analysis, which 
I take to include among other things: procedures for 
analyzing data, techniques for interpreting the results 
of such procedures, ways of planning the gathering of 
data to make its analysis easier, more precise or more 
accurate….” He also posited that computers would some 
day make analysis of medical records possible. 6

The first published use of the term “data science” was 
in a paper by William Cleveland in 2001, in which he 
also called for the expansion of the scope of statistics.7 
Early data scientists worked for some of the most inno-
vative Internet companies, such as Google, Facebook, 
LinkedIn and Twitter, to assist them with mining infor-
mation from their exponentially growing volumes of data. 
The term “data scientist” is attributed to DJ Patil and J 
Hammerbacher in 2008.8 The former was a data scientist 
for LinkedIn; the latter for Facebook. Data scientists 
generated new data use cases for the consumer and new 
business models and products. The advent of the Internet 
was perhaps the greatest source of the data explosion. 
For example, in 2019, there are roughly 73,000 Google 
searches per second. 9
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are data scientists, while others maintain that data science 
is different and more multi-disciplinary. 17

The computer science field has evolved with special-
ized degrees in data science and information science. 
Multiple universities now offer degrees in data science 
and it will be addressed in more detail later in the chapter. 
Most computer scientists are comfortable with the tech-
nology and math involved with data science but may 
have no domain expertise, e.g. business or healthcare. 
Conversely, most healthcare workers are quite comfort-
able understanding healthcare-related issues but are 
challenged to learn programming languages, biostatistics, 
and other aspects of data science. 

Figure 1.2 displays a Venn diagram of biomedical 
data science. BDS is located at the center, in the overlap 
section, and is an aggregation of multiple skills sets.18 
The diagram does emphasize the point that biomedical 
data science is the result of combining skills in computer 
science, math/statistics and domain knowledge.

There is a somewhat logical progression of skill sets 
attained by informaticists and many healthcare workers. 
On a continuum they begin with spreadsheets and end 
with artificial intelligence and big data. (see Figure 1.3). 
In the opinion of the authors, most health informaticists 
lack many of the skills required to be a biomedical data 
scientist. 

Some informaticists believe that their field is the 
same as biomedical data science but online Master’s 
curricula frequently exclude many of the requirements 
noted for data scientist, particularly programming skills 
and machine learning.19 In 2019, AMIA published a 
Position Paper based on a practice analysis survey of 

The reality is that very few data scientists have all of 
these skills at the beginning of their careers. Most need 
years in the field of interest and additional education to be 
a senior data scientist. Data scientists therefore require a 
very broad skill set that also includes collaboration with 
multidisciplinary teams and good soft skills. It should be 
pointed out that data engineers are considered different 
from data scientists. A data engineer has some of the 
skills of a data scientist but the emphasis is on advanced 
programming and systems development. Data engineers 
create data pipelines and software solutions for big data, 
whereas the data scientist is more likely to devote time 
to the statistics and analytics required. 15

Given the relative newness of data science it is not 
surprising that there is some controversy regarding its 
exact definition and where it fits into the information 
sciences. The field of statistics has been keenly aware of 
this new field for several decades, with some statisticians 
believing they are data scientists, while others believing 
the field needs to be expanded to include more computer 
science. Some pundits have stated that data scientists 
know more computer science than the average statistician 
and more statistics than the average computer scientist. 
The reality is that many data scientists have multiple 
degrees in different fields with substantial knowledge 
gained from on the job experience. 

Since the 1962 publication by Tukey, there has been a 
push to expand the education of statisticians to make it 
more in line with data science requirements.16 The fields of 
Biomedical Informatics and Health Informatics have also 
struggled with the new field of data science. Some author-
ities feel that well trained informaticists (informaticians) 

Figure 1.1 Data science and informatics trends in the United States 2014-2019
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Clearly the federal government has great interest in 
biomedical data science. Table 1.1 provides examples 
of government programs that are dependent on data 
science skills. 

Another benefit of understanding biomedical data 
science is applying the knowledge gained to research 
and publications. It is quite common to see predictive 
analytics based on machine learning as the methodology 
of choice for some medical articles. Similarly, knowledge 
of biomedical data science expands the research focus to 
new areas such as artificial intelligence, deep learning, 
natural language processing and big data. 

With the emergence of precision medicine, there is 
an increased need to understand the human genome and 
its relationship to disease. A separate chapter is devoted 
to this topic.

CONFLICTING PERSPECTIVES

Data science brings together so many skill sets that it is 
often a team of people working together on data science 
projects. One of the most important soft skills one can 
have when working with such a team is knowing where 
perspectives and terminology conflict.

THE STATISTICIAN’S PERSPECTIVE

The field of statistics was developed at a time when 
datasets were quite small and expensive to obtain (many 

Clinical Informaticists (CIs). The survey revealed that 
CIs only spent 18% of their time with data governance 
or analytics so this represented a minority of time spent 
in their new specialty. 20

It is likely in the future that with the addition of newer 
biomedical and healthcare data science Master’s level 
degrees that healthcare will achieve parity with other 
industries. This will be discussed in more detail later 
in the chapter.

Figure 1.2 Venn diagram of biomedical data science (BDS)

Figure 1.3 Data science skill set continuum
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dataset and nothing more than a plan to search it exten-
sively for useful patterns. This approach is known as 
the “fourth paradigm” of science.11 Their algorithms are 
not proven to be the best, they’re simply good ideas that 
have demonstrated their value through extensive use (i.e. 
they’re heuristic not optimal). Such accuracy often comes 
at the expense of understanding, since the best predictors 
are usually “black box” models that work well but which 
don’t reveal their inner workings in human-digestible 
form. While this may be frustrating to scientists, there 
are many cases where better predictions are more valuable 
than understanding. Doctors want to understand causes 
of diseases, but patients would gladly trade conceptual 
clarity a better chance of survival!

The ML/AI perspective on probabilities is that they 
are worthless on large datasets where all the probabilities 
appear “significant.” Spurious patterns can still be found 
by the extensive searching (they wouldn’t say “fishing”!) 
that the ML/AI algorithms use. However, those patterns 
can be tested on a new dataset, often a part of the original 
dataset which has been “held out” for just that purpose. 

As accurate as ML/AI models are however, they cannot 
ever be said to prove causation. Only carefully designed 
clinical trials followed by statistical analysis can do that. 
22 People who have recently learned ML/AI methods often 
miss this critically important fact. 

THE DATABASE ADMINISTRATOR’S PERSPECTIVE

The database administrator (DBA) is focused on opti-
mising three main things: speed, size, and accuracy. 
Relational databases solve all three problems through a 

still are). The goal of a data scientist who prefers statistical 
methods is usually to understand the science behind what 
they’re studying, especially proving cause and effect. 
They focus on using theory to develop a hypothesis 
to test, then collect the data driven by that hypothesis. 
They then use analytic methods that have been proven 
mathematically to be the best (optimal under certain 
assumptions). These methods yield probabilities used to 
determine “significance.” One of their biggest concerns 
is that examining too many possible relationships or, 
“fishing around,” in the data ruins any attempt to calculate 
probabilities. Extensive fishing is very likely to discover 
patterns that are specific to that one dataset, and so 
useless in general. They may be skeptical of machine 
learning or artificial intelligence (ML/AI) algorithms 
that were never proven to be the best and which seem 
to be designed to “fish around.” If they have not kept 
up with ML/AI methods, they may not realize that ML/
AI specialists justify fishing by testing their models on 
new data (what a statistician would call “replication”). 

As a note for people with database expertise, statis-
ticians often adjust data from multiple sources to make 
them comparable in scale. They call this “normaliza-
tion,” and the process has nothing to do with database 
normalization. 

THE MACHINE LEARNER’S PERSPECTIVE

The data scientist who prefers ML/AI algorithms is 
often focused on making accurate predictions. While 
these scientists also often begin with a theory-driven 
hypothesis to examine, they may also begin with just a 

Table 1.1: Federal programs with data science implications

Program Details

Big Data to Knowledge (BD2K) https://commonfund.
nih.gov/bd2k

NIH goal is to increase the number of biomedical data 
scientists through funding educational programs. 

All of Us (Precision Medicine Initiative) https://allofus.
nih.gov/ 

Goal is to collect genomic, phenotypic and 
environmental data on at least 1 million Americans for 
research. 

NIH Strategic Plan for Data Science 

https://datascience.nih.gov/strategicplan

NIH plan to consolidate and streamline data science 
across all agencies

Cancer moonshot https://www.cancer.gov/research/
key-initiatives/moonshot-cancer-initiative 

Goal is to strongly support cancer research using 
newest technologies and datasets

NIH Data Commons Pilot https://commonfund.nih.gov/
commons 

Goal is to create a cloud-based data research platform 
to coordinate and collaborate efforts
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e.g. 10. Information is data with meaning, e.g. a hemo-
globin of 10. Knowledge is information that is felt to 
be true, e.g. a hemoglobin of 14 is normal. Wisdom 
uses knowledge wisely to interpret the significance of 
information and knowledge. Figure 1.4 shows the data, 
information, knowledge and wisdom (DIKW) pyramid. 
Note that there is much more data than knowledge 
available. 

The smallest unit of data is the bit (binary digit) which 
can be represented as binary choices (0 or 1). A byte 
consists of eight bits and can provide a potential 256 
combinations of data. For example, 0100 0001 represents 
the capital letter A. Four bytes together would provide 
more than 4 million possibilities. Because these strings 
of numbers could be extremely long, the codes can also 
be displayed as octal (base 8), decimal (base 10), or 
hexadecimal (base 16). This type of binary coding is 
important, as computers can rapidly interpret data in 
this binary format. 23 

With the explosion of data has come the increasing 
size that challenges us all and is displayed in table 1.2. 24 

What seems like massive datasets today, may seem like 
medium or small datasets in the future. It was estimated 
in 2018 that the world generates 2.5 quintillion bytes of 
data daily. 25

Given the many recent “open data” initiatives in exis-
tence, it is easy to find and analyze a variety of datasets. 
However, it is often difficult to find patient-level data due 
to HIPAA concerns. Many of the healthcare open-datasets 
are at the hospital level. In the Data Resources chapter 
multiple public-access free datasets are posted.

For a dataset to be machine readable, it must be in 
a format the computer recognizes, such as text files 
(e.g. a comma separated value or .csv file), Excel files, 
or databases. Data are typically entered into enterprise 
databases from which spreadsheets, statistics packages, 
and other data science analysis tools are often populated. 

process called “normalization.” This process divides the 
data into tables that are linked by a “key” such as patient 
ID number. One table might contain general data like 
name, address, emergency contacts, etc. Another, much 
larger table, might contain specific data for every visit or 
test performed. By not storing a patient’s general data in 
every line of their visit data, transactions are faster, they 
take much less space, and they are more accurate since 
the general data are only entered one time.

This is all well and good for the DBA, but terrible for 
the data scientist! How can an analysis compare, say, 
males and females on test results? Those variables are in 
separate tables. The data scientist might want the latest 
data, but the DBA doesn’t want to provide access to the 
main database whose speed is needed to run the hospital. 
The solution is often to create a “data warehouse.” This 
form of the data is “denormalized”, combining the tables 
that the data science team needs to analyze. While the 
main transaction-processing database is updated contin-
uously, the warehouse is usually updated nightly, or over 
a weekend. 

A note to DBAs: normalization means something 
completely different to a data scientist.

THE DATA VISUALIZER’S PERSPECTIVE

With the advent of easy-to-use high speed tools for data 
visualization, there is often a team member whose focus 
is mainly on visualization. These tools provide extremely 
useful ways to explore data. In fact, data visualization 
is a core function of exploratory data analysis. For that 
reason, a chapter has been devoted to data visualization.

The statistician depends on visualization to verify that 
the assumptions that his or her methods require. However, 
it’s important to appreciate the impact of visualization 
on probability. It is fairly common for a visualizer to ask 
a statistician for a statistical test on a relationship that 
was discovered after an extensive visual search. Such 
patterns should be tested with additional datasets to 
validate and confirm them in order to demonstrate rigor 
in pattern detection. 

Data scientists who prefer machine learning may view 
visualization as a “toy” since it’s able to display only a few 
variables at a time, while ML/AI tools can sift through, 
for example, tens of thousands of genes. 

DATA ANALYTICAL PROCESSES

Before we embark on a discussion of data analysis, 
we will present some basic data concepts.

Bits and Bytes: Datum is singular and data is plural. 
Data are simply numbers without any particular meaning 

Figure 1.4 DIKW pyramid
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simple analysis which doesn’t reveal anything interesting 
and return to the EDA step to look for more patterns of 
interest.

Like evidence based medicine, data scientists begin 
with an interesting or important question. The question 
should be specific, plausible with a potential answer and 
hopefully solved with available data. If the question is in 
the form of a hypothesis, the researcher will also have 
to calculate the sample size of the data to be collected 
to achieve a meaningful result.

RAW DATA

Obviously, the first step is to locate an appropriate 
dataset that hopefully will answer the proposed question. 
In an ideal world, the data would exist in an acceptable 
and easy to compute format, such as a text file, spread-
sheet or relational database. In reality, the data may 
be unstructured and messy and therefore may need to 
be transformed into an acceptable format before the 
pre-processing stage can begin. Raw data (also known as 
primary data) is therefore unformatted and in its natural 
state, prior to cleaning or transforming. Raw data from 
clinical instruments can be stored in the manufacturer’s 
proprietary data format, which typically is not human 
readable and requires a program to transform the data.

We have devoted an entire chapter to the subject of 
Big Data as most large healthcare systems are gearing 
up with the necessary software and hardware to analyze 
the voluminous data now extant from electronic health 
records. Importantly, this will allow for the simultaneous 
mining of both structured and unstructured healthcare 
data. 

DATA PRE-PROCESSING

Prior to the actual analysis, the data will likely need 
“wrangling” or “munging”:

• Cleaning: correcting and/or removing inaccurate 
records

• Integration: combining several sources of data into 
one column, spreadsheet or database

We will cover spreadsheets in another chapter, and it is 
strongly recommended that students become spreadsheet 
proficient; to include using formulas, math functions, 
filters, conditional formatting and pivot tables.

There are three types of data we need to consider, 
structured, unstructured, and semi-structured. 

Structured Data: Most data that is stored in a rela-
tional database is structured, such as name, age, gender, 
and the results from medical tests. It could be categorical 
or numerical data. 

Unstructured Data: It is said that about 75% of 
medical records consist of unstructured data, or free 
text. That could include doctor notes and may or may 
not be associated with metadata. This is why text mining 
with natural language processing is so important. 

Semi-Structured Data: Some data has limited 
organizational structure (or schema). Examples of 
semi-structured data include XML markup language 
and JSON. 

The general steps undertaken with data analysis are 
displayed in figure 1.5, but they must be flexible and 
iterative. The steps in the process are clearly non-linear; 
they are multiple interdependent cycles. For example, a 
researcher might explore data in the exploratory data 
analysis (EDA) phase with a visualization, then perform a 

Table 1.2 Data sizes

Data size Byte equivalent

Byte (B) 8 bits

Kilobyte (KB) 1,024 bytes

Megabyte (MB) 1,024 Kilobytes

Gigabyte (GB) 1,024 Megabytes

Terabyte (TB) 1,024 Gigabytes

Petabyte (PB) 1,024 Terabytes

Exabyte (EB) 1,048,576 Terabytes

Zettabyte (ZB) 1,073,741,824 Terabytes

Yottabyte (YB) 1,099,511,627,776 Terabytes

Figure 1.5 Data Analytical Processes
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• Normalizing and standardizing data: Variables that 
are on differing orders of magnitude or which are 
non-normally distributed may need to be “normal-
ized” or “transformed” to prevent the ones from 
dominating certain types of analyses. For example, 
if Variable A contains values from 1 to 100 and 
Variable B contains values from 0.0 to 1.0, then 
these columns must be normalized to put the values 
in the same range. One approach is to convert all the 
numerical variables to a scale from 0 to 1. Another 
approach is “standardization” where the mean of each 
variable is subtracted, and the result is divided by 
the standard deviation. This yields variables with a 
mean of zero and a standard deviation of one (a.k.a. 
z-scores). Additionally, z-scores greater than +/-3 
may be outliers, and should be dealt with appro-
priately. As radical as this transformation sounds, 
it does not change most measures of correlation 
among the variables.

• Categorization (binning, discretization): Converting 
continuous data into bins can be helpful when there 
are nearly empty categories which are too sparse for 
useful analysis. For example, a multi-institutional 
study may have planned for up to 15 ethnicities, but 
a particular hospital may have 90% of its patients in 
just five. Combining the remaining categories into 
an “other” category will then make graphs much 
easier to read. However, care must be taken when 
analyzing such data. One must show that the cate-
gories combined are comparable on whatever other 
variables are being analyzed before combining them 
makes sense. If that is not possible (e.g. groups are 
too sparse) it is much safer to drop them (and report 
that it was done and why.)

• Dichotomization: The most extreme form of catego-
rization is dichotomization, the process of splitting 
a continuous variable into one with only two values, 
i.e. a dichotomous variable. This can be useful when 
counting rare events and nearly all the patients end 
up with just zero or one event. For example, if a study 
on heart attacks had only three subjects with more 
than one attack, it would make sense to “collapse” 
those greater than one into the value one, and label 
it as “one or more.” However, in many cases dichot-
omization is not justified. For example, splitting 
blood pressure at a value of 140 into a new variable 
called hypertension with simple yes/no values. While 
this approach offers an attractive simplification of 
complex models, such a radical loss of information 
should be avoided whenever possible. It views a 
person whose blood pressure is 139 as qualitatively 
different from one at 140, which is clearly not the 

• Reduction: consolidating or recoding categories to 
reduce the number of attributes 26

• Aggregation: collapsing to a common level such as 
averaging across patient visits or summing across 
caloric components of a of a meal

• Reshaping: often converting between “wide” for-
mats that store repeated measurements as separate 
columns, and “long” format where they are stacked 
into a single column along with an index variable 
such as “time”

EXPLORATORY DATA ANALYSIS (EDA)

EDA builds on the pre-processing phase. The data is 
examined in more depth, using multiple steps and tools. 
The main tool used is descriptive statistics to examine the 
distribution, mean, mode, range, variance and standard 
deviation (SD), so the appropriate statistical method or 
machine learning algorithm can be chosen. Many data 
scientists claim that roughly 80% of their time is spent 
cleaning, processing and learning the data, prior to the 
actual analysis.12 

Visualization of the data is a major component of EDA. 
Data scientists may examine categorical data using pie 
and bar charts and continuous data using box plots and 
histograms. This will be discussed more in the chapter 
on data visualization. 

For information about EDA we suggest this video. 
VIEW VIDEO: 

https://www.youtube.com/
watch?v=zHcQPKP6NpM&t=6s

Figure 1.6 shows a boxplot of body mass index (BMI) 
for subjects with and without metabolic syndrome. The 
boxes contain the middle 50% of the data, and the hori-
zontal line through the middle of each box is the median 
BMI value. The vertical lines coming out the top and 
bottom of each box are called “whiskers” and they extend 
to +/- 1.5 box-heights (i.e. interquartile distances). The 
points that fall outside those whiskers are considered 
“outliers.” The goal is to look for possible skewed data 
(non-normal distribution) and outliers. 

Scatter plots are useful to compare two variables for a 
potential linear relationship. For instance, does a rising 
BMI correlate with a rising serum glucose? Also, look 
for missing, incorrect or duplicate data. Will the dataset 
you selected answer the proposed question? 

The following are additional steps involved with EDA: 27

• Missing data: Most datasets are imperfect, which 
includes missing data. A strategy must be developed 
to deal with this, to include deletion, imputation and 
other schemes. 28-29



Chapter 1: Overview of Biomedical Data Science     9 

• Segmentation or grouping. Analysts may analyze 
only a meaningful subgroup and see if that impacts 
the results. 30 Care must be taken when many sub-
groups are analyzed using statistical methods as it 
affects the resulting probabilities. 

• Transformation: using a mathematical method (e.g. 
log transformation) to convert a skewed distribution 
to a normal distribution, or a nonlinear one into a 
linear one, or using a Fourier transform to change 
from the time domain to the frequency domain.26 

A separate chapter will discuss which data visual-
izations and tests should be used, based on the type of 
dependent and independent variables (categorical or 
numerical). 

PREDICTIVE MODELING APPROACHES

Prior to actually discussing analytical methods we 
will discuss analysis and modeling in general. There are 
two general approaches to conduct predictive modeling 
using: statistics and machine learning.

case. As a result, a study might need more than ten 
times as many subjects to obtain a statistically sig-
nificant result.

• Dummy coding: There are times when nominal data 
must be converted to sets of numerical variables coded 
0 and 1. For example, if marital status was coded 
as single=1, married=2, divorced/widowed=3, some 
models would be trying to say being married was 
twice as good as being single! This could be fixed 
by creating a married variable (1=yes, 0=no) and a 
divorced/widowed variable (1=yes, 0=no), while the 
single condition would be indicated by zeros on both 
of the others. Since these variables indicate group 
membership, they are also called indicator variables. 
Such variables can be sensibly used in many types 
of models (e.g. linear regression).

• Variable selection: a data analyst can use a variety 
of filters in to see if excluding attributes impacts 
the results. In fact, part of building a model is to 
exclude certain variables and see if they negatively 
impact the outcome.

Figure 1.6 Boxplot of body mass index (BMI) of patients with and without metabolic syndrome.
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• Semi-supervised modeling: Means you know some of 
the classes of data only, the remainder are unknown. 
The model is trained first on the known classes, then 
used to predict the unknown ones. Next, the model 
is retrained using both the known classes and those 
that the model predicted. The hope is that by seeing 
more data overall, the second model will be better 
than the first. Much more information regarding 
supervised and unsupervised learning will be pro-
vided in the chapter on machine learning. 

TYPES OF SOFTWARE

• Packages: With this software, the user need only 
tell it what to do, not how to do it. The details of 
the algorithm are all pre-written. Examples include 
KNIME, RapidMiner, SAS, SPSS, and many others.

• Programming languages: These can be used in two 
ways, first by calling pre-written commands from 
libraries (also called packages). Second, by writing 
algorithms that detail every step required to perform 
an analysis. The R and Python programming lan-
guages are both used in the statistical and machine 
learning approaches to data analytics, particularly 
by data scientists.

R: this language was developed in 1995 and 
has gained in popularity ever since. The software 
is free to download and is supported by a large 
network and a repository (10,000+ packages) of 
R functions. This language does include machine 
learning algorithms. The program is associated 
with a substantial learning curve. Nevertheless, R 
is the programming language of choice for most 
data scientists in the healthcare domain and a sub-
stantial number of biostatisticians are also learning 
this programming language. 31

Python: This language was created in 1991 and 
is one of the easiest languages to master. In gen-
eral, the R language is used more by data scientists 
and Python is used more by computer scientists; 
but considerable overlap exists. Python is a better 
choice if you need to integrate analytics with a web 
app or database. There is also a machine learning 
package (scikit-learn), in addition to the statistical 
approach. 32 

The programming languages will be discussed in 
more detail in another chapter.

MAJOR TYPES OF ANALYTICS 

The following are four major types of analytics: 
descriptive, diagnostic, predictive and prescriptive

• Statistical modeling is one of the most common 
approaches and was developed by statisticians. It 
uses models that are mathematically optimal under 
specific conditions called assumptions. Such assump-
tions include equal variability in each group, or that 
the variable follow the bell-shaped normal distribu-
tion. The goals of statistical models are to provide 
understanding and probabilities that the models are 
worthwhile. Statistical tools are discussed in other 
chapters. Most statistical packages have machine 
learning functionality. Statistics tends to emphasize 
inference and relationships among data, more than 
future prediction. 

Machine learning approach was developed by 
computer scientists, but is based on good ideas that 
turned out to be useful, i.e. heuristics. Modeling with 
machine learning depends on algorithms which are 
logical and/or mathematical formulas to make pre-
dictions from data. For example, there is a decision 
tree algorithm named classification and regression 
tree (CART) which searches across all possible 
2-way splits (dichomizations) for the value that 
best splits the subjects into groups based on the 
target (dependent) variable. Different algorithms are 
based on different assumptions, so several should be 
used and their performance on predicting the out-
come compared. Unlike statistics, machine learning 
models learn on training data and are evaluated 
on test data. They learn over time with more data.  
One form of machine learning is known as neural 
networks, or more recently, deep learning. This 
family of algorithms came from early attempts to 
model the human brain. It views the predictor vari-
ables as an “input layer” which is then transformed 
through one or more “hidden layers” which con-
sist of complex nonlinear equations. The resulting 
prediction (continuous or categorical) is called the 
“output layer.” Deep learning is particularly well 
suited to the analysis of unstructured data such as 
text and images.

TYPES OF MODELS

• Supervised modeling: Is used when there is a target 
variable to drive the modeling process (i.e. super-
vise it). For example, you might use measures of 
health and demographics to predict the outcome of 
readmitted, yes or no.

• Unsupervised modeling: Implies you don’t have an 
outcome variable. Techniques such as clustering and 
associations will discover and report similar groups 
patients or patterns of behaviour. 
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Below are several examples in which descriptive 
analytics may be useful

a. Monitoring EHR adoption
b. Pre and post process improvement measurement
c. High level data exploration
d. Identify quality improvement opportunities oth-

erwise difficult to detect

Clinical Example: Pre and post process 
 improvement measurement

An organization wants to reduce its rate of hospital 
acquired venous thromboembolism (VTE) events. One 
strategy is to build physician VTE risk assessment into 
admission workflow within a standard VTE order set. 
Once risk is determined, appropriate VTE prevention 
measures can be ordered. 

A retrospective descriptive analytics report (Allscripts 
internal study, DH) was used to track the rate of physi-
cian VTE risk assessment, use of appropriate VTE risk 
prevention measures based on risk, and the primary end 
point, the rate of hospital acquired VTE events. 

The new process was introduced in early 2017. As 
shown below, adoption of the VTE risk assessment tool 
was rapid and sustained over time and hospital acquired 
VTE events progressively dropped, ultimately reaching 
statistical significance. 

DESCRIPTIVE ANALYTICS 

This type of analysis focuses on the past, using methods 
to answer the question, “what happened?” While not quite 
the same as descriptive statistics, they do share some 
of the same measures. Descriptive statistics focuses 
on counts, means, percents, and the like. Descriptive 
analytics uses those as well and includes methods that 
look for patterns where no target value or class exists or 
is used. Therefore, this is unsupervised learning and it 
uses methods of machine learning including:

• Association rules are frequently used to associate a 
purchase of item A with B, known as market basket 
analysis (MBA). An example would be found on 
Amazon.com when purchasers buy item A there 
is language that many purchasers of A also buy B. 
The rules measure correlation and not causation. 
Association rules are rated in terms of support and 
confidence. Support is defined as the percent of 
total transactions from a transaction database that 
a rule satisfies. Confidence measures the degree 
of certainty of the association. Mining occurs by 
using the minimal support and confidence levels set 
by the analyst. Apriori is one of the most common 
association rules (algorithms). Multiple rules are 
generated so you must narrow them down, based 
on confidence versus support levels established.33 

• Sequence rules are concerned with the sequence or 
order of events in a transaction

• Clustering identifies patterns or groupings. Hierarchical 
clustering builds clusters within clusters to assist in 
comprehending data similarities and reducing the 
number of representative groupings. Hierarchical clus-
ters can be built from the bottom up (agglomerative) 
where each observed data point begins in its own 
cluster and then clusters are merged as the algorithm 
climbs up the hierarchy. Another way to construct a 
hierarchical cluster is from the top down (divisive), 
with all observed data points in one hierarchy and 
then having the algorithm recursively split the data 
into smaller clusters. Non-hierarchical clustering uses 
techniques such as k-means to calculate distances. 
The number of clusters (k) has to be established ahead 
of time. Clustering is generally used with numerical 
data but algorithms, such as FarthestFirst can handle 
categorical data.34 Clustering has been successfully 
used in the medical field to analyze microarray gene 
data to look for previously unrecognized relationships 
(patterns). The above algorithms will be discussed in 
more detail in the chapter on machine learning.

Descriptive analytics is very powerful and is an 
important precursor to doing more advanced analytics. Figure 1.7 VTE Study results
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• Classification model is a model that uses supervised 
learning: unlike the regression model, the target 
variable is categorical (nominal), such as heart dis-
ease or no heart disease.

PRESCRIPTIVE ANALYTICS

This approach builds on descriptive and predictive 
analytics to anticipate what will happen, when it will 
happen, as well as why it will happen. It presents deci-
sion options as to how to take advantage of a future 
opportunity, reduce risk and discusses the implications 
of each option. 36

The above sections can be summarized by the figure 
on next page by Gartner. 37

PUTTING IT ALL TOGETHER

From a clinical informatics perspective, insights from 
analytics tools are essential in order to provide safer, 
higher quality and more efficient care. In order to be effec-
tive however, insights much be actionable and embedded 
within relevant workflow. 

The following illustrates taking an important health-
care challenge, developing a predictive model and 
reviewing potential options to operationalize it. This 
scenario involved collaboration between a team of data 
scientists and clinicians. (including the author DH). 38 

PREDICTING PROGRESSION TO TYPE 2 DIABETES 

Problem: According to the American Diabetes 
Association, 30 million Americans have diabetes, with 
an estimated annual total cost of $327 billion (2017), 
accounting for 1 in 7 health care dollars spent in the 
United States. In addition, approximately 84 million 
Americans are estimated to have Pre-Diabetes, a condition 
which often progresses to Type 2 diabetes over time. The 
rate of transition from pre-diabetes to diabetes is about 
10% per year, which can be significantly reduced with 
lifestyle and pharmacologic interventions which has been 
shown to be cost effective. 39-40 

Predicting which individuals are at highest risk for 
transition from pre-diabetes to Type 2 diabetes in the 
short term can help clinicians and health systems target 
interventions to reduce risk. 

Predictive Model Goal: Accurate prediction of the 
transition from pre-diabetes to overt type 2 diabetes 
within 24 months

Methods: 149,050 patients were considered to have 
pre-diabetes during the study timeframe of 2015-2016. 
Training data was split 50/30/20 to train, validate and test. 

DIAGNOSTIC ANALYTICS

Diagnostic analytics focuses on “why did it happen”? 
It takes descriptive analytics a step further. It is similar 
to root cause analysis and employs advanced techniques 
such as data drill downs, statistics, and machine learning. 
These are the tools that identify potentially causative rela-
tionships, but focused on the past. Due to this backward 
focus, tools that provide forecasts with their confidence 
intervals are not included. Otherwise, many of the tools 
are the same as those used in predictive analytics.

PREDICTIVE ANALYTICS (MODELING) 

VIEW VIDEO: 
https://www.youtube.com/watch?v=aTBx3rP_uwI

Predictive analytics focuses on answering the question, 
“what will happen.” It is based on models which use a 
target (dependent) variable, and multiple (independent) 
variables. Complex machine learning algorithms are 
not as interpretable or easy to understand, compared to 
simple ones such as decision trees. Modeling approaches 
include the following:

• Regression model is a linear model that uses super-
vised learning.: Simple linear regression: this model 
displays the mathematical relationship between two 
continuous (numerical) variables. Multiple linear 
regression is for more than one predictive variables. It 
plots the target or dependent variable (y axis) against 
a set independent variable (x axis). The outcome vari-
able is numerical, such as income or age. 

VIEW VIDEO: 
https://www.youtube.com/watch?v=dQNpSa-bq4M

Logistic regression is used primarily with binary 
outcomes that can be categorical data or coded as a 1 
or 0. The independent (predictor or explanatory) vari-
ables are interval or ratio data, or as dummy-coded 
categorical variables. Outcome can be described with 
odds ratios. As an illustration, the outcome could be 
lived (1) or died (0) and the independent variables could 
be age, smoking, diabetes, heart disease, etc. Logistic 
regression is very useful to answer questions such as 
what is the odds of developing diabetes (outcome) for x 
increase in BMI or age (independent variables)? Note, 
that although we have included logistic regression 
under the regression model, it is used in classification 
modeling discussed in the next section.

VIEW VIDEO: 
https://www.youtube.com/watch?v=yIYKR4sgzI8 
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at risk for progression to type 2 diabetes and implement 
risk mitigating interventions.

While the above diabetes predictive model is promising 
it must be operationalized within clinical workflow in 
order to benefit patients. This again requires an interdis-
ciplinary effort, specifically those with clinical, workflow 
and decision support expertise as well as IT experts, 
whose skill sets may involve using native EHR clinical 
decision support infrastructure or leveraging CDS Hooks/
FHIR technology to invoke the predictive model at the 
point of care. 

The below illustrates at a high level how the diabetes 
predictive model might be implemented within EHR 
workflow. Using CDS Hooks and FHIR enables the 
model to be accessible by any EHR using this standard 
interoperability infrastructure.44-45 

Finally, post implementation analysis of the model’s 
impact is needed to gauge success. This might include 
qualitative metrics such as predictive model ease of use 
within workflow, meaningfulness to clinicians and to what 
extent it influences clinical decision making. Quantitative 
analysis could include impact of the above on patient 
lifestyle choices and body weight, pharmacologic inter-
vention with metformin, and ultimately measuring the 
rate of progression of Pre-Diabetes to Type 2 Diabetes 
across a population over time.

BIOMEDICAL DATA SCIENCE TOOLS

In each chapter cost effective tools will be discussed 
for data analysis and visualization. There are many 

A custom grid search was employed to iterate through 
all combinations of scalers, samplers, optimizers, valida-
tion-monitors, and activation functions. The model was 
trained using TensorFlow with five hidden layers. The 
validation split was passed to TensorFlow’s validation 
monitor to tune hyperparameters. The output layer was a 
sigmoid and loss was binary cross entropy. The transition 
rate in the two year study period was 43.6% percent. 

Data Sources:
• Electronic Health Record- data warehouse, 60 mil-

lion lives
• Non Electronic Health Record - U.S. Internal Revenue 

Service, Food Access Research Atlas (FARA) 41-42 
Features: age, gender, race, ethnicity, family history of 

diabetes, body mass index, blood pressure, hemoglobin 
A1C, healthy food access and income

Prediction Model: Binary classification using a feed 
forward neural network

Performance 
• Sensitivity: 82%, 
• Specificity: 90% 
• Precision: 85%
• Area Under Curve: 0.93
Conclusion
A large dataset of clinical and social determinant 

data was used to derive an accurate model to predict 
progression of pre diabetes to Type 2 diabetes within 24 
months. This model compares favorably to a previously 
published model 43 with an AUC of 0.78 for progression 
to Type 2 diabetes. The model can potentially help health 
systems identity individuals in a pre diabetes population 

Figure 1.8 Stages of Analytics
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• Graduate Certificate
◦ University of Rochester Medical Center

• Masters program:
◦ Johns Hopkins Biomedical Engineering
◦ University of Wisconsin (Madison)
◦ Dartmouth
◦ Mount Sinai Icahn School of Medicine
◦ Clemson University/Medical University of South 

Carolina
◦ University of Virginia
◦ University of Pennsylvania

• PhD program:
◦ Mount Sinai Icahn School of Medicine
◦ Vanderbilt
◦ Clemson University/Medical University of South 

Carolina
• Fellowship:

◦ Michigan Institute for Data Science
◦ Mount Sinai Icahn School of Medicine

The following is a short list of “healthcare data science” 
programs: 

• Masters programs
◦ University of Southern California
◦ Harvard
◦ St. Louis University
◦ Brown University

In addition to the above, there are a variety of data 
analytics courses that target healthcare but do not specifi-
cally label themselves as either biomedical data science or 
healthcare data science. For example, graduate healthcare 
data analytics could be quite similar to healthcare data 

data science platforms and analytical software that are 
outside the budget of most students, unless the college 
or university has a site license. It is important to point 
out open-source software that performs the same func-
tionality as the more expensive commercial software at 
no or low cost. Several of the software programs that 
will be presented in this textbook are free to instructors 
and students but fee-based for everyone else. One open 
and collaborative data science platform is data.world 
and this textbook will be using this platform for several 
data exercises. 46

BIOMEDICAL DATA SCIENCE EDUCATION

DataScience Community is a website that displays 
colleges and universities offering a data science-related 
degree, such as data mining, data analytics and data 
science in the US and overseas. An early 2019 query 
revealed 602 programs, with 466 located in the United 
States. The breakdown is quite varied as follows:

• Associate (1), Certificate (99); Bachelor (45); Masters 
(302); Doctorate (19)

• 31% of courses are offered online
• Programs were related to business schools, mathe-

matics and statistics departments, computer science 
departments and data science departments. 47

A relatively new development has been the creation 
of biomedical (healthcare) data science courses and 
degrees. An early 2019 non-exhaustive Google search 
of these categories found the following “biomedical data 
science” degree programs: 48

Figure 1.9 Implementing a model within clinical workflow
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departments. Perhaps the most striking data science 
center plan announced was by the University of Michigan 
in 2015. They anticipate spending $100 million over 
five years to create a Data Science Center for students 
and faculty and plan to hire 35 new faculty members. 
53 Additionally, the University of Virginia received a 
gift of $120 million in 2019 to begin a new school of 
data science.54 The Federal Government will continue 
to support biomedical data science education through 
initiatives such as Big Data to Knowledge (BD2K). The 
primary goals of BD2K have been:

• Establish biomedical data science as a career path
• Expose biomedical scientists to data science
• Increase diversity and outreach
• Foster collaborations between biomedical and data 

scientists 55

The National Institutes of Health (NIH) has embraced 
data science for all of its Institutes and they released their 
Strategic Plan for Data Science in 2018. 56

BIOMEDICAL DATA SCIENCE CAREERS

Multiple jobs are available in the data science and 
analytics field. According to the recruitment website 
Glassdoor, “data scientist” was rated as the best job in 
years 2017 - 2019 with a satisfaction rating of 4.3 out 
of 5 with a median salary of $108,000. 57 In late 2018 
KDNuggets reviewed job listings from LinkedIn to 
arrive at the following chart that lists general skill sets 
for data scientists. Analysis was number one, followed by 
machine learning and statistics. The top skills mentioned 
in this same article were Python, R, SQL and Hadoop. 
58 (see figure 1.10)

Searches in 2019 for “biomedical data science” on 
Indeed.com, SimplyHired.com and ZipRecruiter revealed 
multiple jobs but there was too much overlap between 
data science and biomedical data science to make the 
search very meaningful. 

Most data science-related employees had a Master’s 
level degree, but experience, curiosity and problem 
solving skills were equally important. Meyer reported on 
the qualifications, skills and job focus of healthcare data 
scientists in 2019, based on job postings. She identified 
four data science job levels: data science associate, data 
scientist, senior data scientist and manager/director. 59 

Large healthcare organizations such as Kaiser-
Permanente have a large data analytics workforce. 
According to a Kaiser-Permanente director of infor-
mation the most important skills are programming, 
communication and critical thinking. The general data 
employment categories are:

science, in terms of curriculum. A review of multiple 
programs indicate that they have different curricula and 
are offered from a variety of departments: computer 
science, informatics, public health, etc. 

KDNuggets is an excellent resource for US and inter-
national online courses in analytics, big data, data mining 
and data science. The website also includes news, blogs, 
tutorials, jobs, software, courses, education, and data-
sets. 49

There are several data analytics-related certifications 
worth mentioning:

• Certified analytics professional (CAP): CAP has 
offered certification since 2013. The CAP® creden-
tial targets professionals with a bachelor’s degree 
with 5 years of professional analytics experience 
and a bachelor’s degree, or a master’s degree with 
3 years of experience and a master’s degree. 50

• Certified Health Data Analyst (CHDA): hosted 
by AHIMA, the eligibility requirements include: 
Registered Healthcare Information Technician 
(RHIT) credential and a minimum of three years 
of healthcare data experience; Baccalaureate degree 
and a minimum of three years of healthcare data 
experience; Registered Healthcare Information 
Administrator (RHIA) credential; Master’s in 
Health Information Management (HIM) or Health 
Informatics from an accredited school or Master’s 
or higher degree and one year of healthcare data 
experience. 51

In addition, Coursera (2019) lists 879 low-cost courses 
related to data science (up from 141 found in 2016). 
The offerings cover the gamut of the field from broad 
to narrow topics, with or without the prerequisite of a 
programming language such as R or Python. There are a 
variety of short courses that would allow someone to see 
if they have an interest or potential in this new area. 52

The previous paragraphs suggest that there are 
numerous conventional and non-conventional data science 
programs available and reflects the overall attention this 
field has received recently. At the current time most 
students will likely opt to get a Master’s degree, but 
have to find a way to gain domain experience, such as 
internships and employment.

In addition to a plethora of new data science courses, 
there are also an abundance of new Data Science Centers 
appearing around the US. An informal search found thir-
teen major centers with many being multi-disciplinary. 
This is an encouraging trend because in years past it is 
likely that they would have belonged to either computer 
science or math and statistics departments. Universities 
are realizing that data science/data analytics affects all 
industries and therefore affects multiple schools and 
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IMPORTANCE OF SOFT SKILLS  
IN DATA SCIENCE

There is a natural tendency to focus on the techno-
logical skills of a data scientist but it is very clear from 
industry job listings that soft skills (e-skills) are also 
very important. 

In a recent analysis of US healthcare data scientist 
job postings, 20 top skills were identified.65 The most 
sought after non technical skills included storytelling, 
delivering actionable results, communicating findings, 
and working in interdisciplinary teams. The following 
are some of the most important soft skills. 

INTERDISCIPLINARY COLLABORATION 

In general, problems in healthcare are complex and 
require a multidisciplinary effort that often include indi-
viduals with clinical, workflow, patient safety, process 
improvement and IT knowledge as well as those who 
understand where healthcare IT fits or can fit into driving 
more efficient, safer care and better patient outcomes. 
Problems that involve healthcare data are no exception. 

The data scientist can benefit from close collaboration 
with non-data scientists to help understand the question(s) 
being asked and the problem(s) that need to be solved. 
For example, non-data scientists can help define cohorts 
of interest, clarify diagnostic and therapeutic terms as 
well as provide context, define relevant workflows (e.g. 
CPOE, clinical documentation) and data points important 

• Data analysts: technical group who deal with the 
architecture

• Report analysts: design reports and dashboards 
related to key performance indicators (KPIs)

• Business systems analysts: work with the operational 
aspects of business

• Informatics analysts: have strong statistical back-
ground and who help others with data analysis 60

KDNuggets posts a non-academic and academic data 
science jobs board. Companies such as Verizon, Aetna, 
Geisinger Health System, Schwab, Microsoft and Sears 
are just a sampling of companies seeking data science 
and analytics expertise.49

The demand for data scientists is very high, regardless 
of the domain. According to multiple industry surveys 
the demand will continue into the foreseeable future. 61

The recruiting firm Burtch Works published several 
2019 data science market trends:

• More robust predictive analytical tools
• Increase in the percent of data scientists with at least 

a Bachelor’s degree
• More citizen data scientists
• More screening of candidates with competency 

testing
• Need for visionary leaders 62

In spite of the fact that data science was labeled the 
“sexiest job of the 21st century” a 2017 survey of prac-
ticing data scientists showed that data scientists still 
spend a majority of time (53%) with data preparation 
and exploration and a minority in model building. 63-64

Figure 1.10 General Skills in Data Science Job Listings



Chapter 1: Overview of Biomedical Data Science     17 

COMMUNICATION 

Because most data scientists work in teams there 
must be good communication among team members. 
They must be sensitive to the fact that each has their 
strengths and weaknesses. While the clinical side of a 
healthcare organizations likely understands the health-
care and administrative implications of a project, they 
might not understand the technical limitations and cost. 
Team members cannot take any of this for granted. Good 
communication also means the ability to discuss data 
science issues with healthcare leaders (C-Suite).

STORY TELLING

Storytelling is universal and a powerful means to 
convey complex concepts in meaningful ways. For the 
healthcare data scientist, this means being able to convey 
through storytelling an easy to grasp non-technical under-
standing of their work to non-data scientists.

This is one method to get a point across to a team or 
organization. It might be an innovative dashboard or 
infographic that explains a complication process of the 
history behind a difficult issue. 66-67

BIOMEDICAL DATA SCIENCE RESOURCES 

The last chapter is devoted to finding public biomed-
ical datasets for exploration and links to resources for 
each chapter. 

BIOMEDICAL DATA SCIENCE CHALLENGES 

While the “open data” and “big data” eras hold promise 
for innovation and cost savings, challenges remain.68 The 
primary challenge facing the new field of data science 
is training enough data scientists. According to multiple 
sources the demand continues to grow, fueled in part by 
the demand for big data and artificial intelligence exper-
tise. It is more difficult to determine the exact demand for 
biomedical data scientists but it is reasonable to assume 
that the demand is high. Similar data strongly suggests 
that there is a substantial shortage of trained people in the 
pipeline. 69-70 It is unclear whether a single Master’s level 
training program is adequate. Clearly, some individuals 
will need additional training and many more will need 
experience in a domain, such as healthcare or business. 
Actual exposure to complicated data situations and big 
data will be critical for success. Due to the shortage of data 
scientists, it is likely that many organizations will have to 
rely on a team with multiple individual skill sets, rather 
than a single individual with all of the required skills. 

to capture within those workflows. Non-data scientists 
can also provide feedback about the analysis from a 
clinician and informatics perspective and help determine 
whether that insight is useful clinically. Translating the 
output from a predictive or prescriptive model that is easy 
to understand by clinicians and patients is also crucial. 
While a binary classification model may be helpful in 
some instances, physicians often use probability in clinical 
decision making and during discussion with patients. 
Non-data scientists can also help to identify emerging 
forms of data outside of the healthcare system that might 
be useful for analysis, e.g. internet of things, social media, 
personal devices, publicly available datasets, e.g. social 
determinants.

Finally, operationalizing predictive and prescrip-
tive analytics models are essential in order to improve 
healthcare outcomes for patients. Health informatics 
professionals, uniquely positioned at the intersection 
of the healthcare system, clinical care and health infor-
mation technology, are particularly important in this 
translational step. Operationalizing may require review 
by various stakeholders such as a Clinical Decision 
Support Committee, Institutional Review Board and 
others. Clinicians involved need to understand the 
model’s potential benefits and limitations and to the 
extent possible, how the model works, e.g. what model 
features most and least strongly contribute to the model’s 
output. While delivering the model at the point of care 
in easily understandable prose is important, the use of 
data visualization may also be helpful.

Finally, ongoing monitoring after model implementa-
tion is important in order to determine whether or not it 
has made a favorable impact on patient health. 

CREATIVITY 

Being creative means thinking outside the box and a 
lack of fear of the unknown. This must be balanced with 
the knowledge of what is practical and feasible within 
any organization.

PROBLEM SOLVING

Critical thinking means maximizing your technical 
background to solve problems. There must be an intelli-
gent interpretation of the problem followed by the right 
application of hard and soft skills. 

CURIOSITY 

Data scientists must be passionate about a challenge 
and have the desire to grow and learn. 
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cite that the data is more heterogeneous and complex (free 
text physician, lab, pathology and x-ray reports); associ-
ated with more social, ethical (privacy and security) and 
legal issues; subject to physician interpretation of results 
and more difficult to model than other non-healthcare 
data. Despite the information being electronic, it can 
still be inaccurate and incomplete. 71

In spite of the deluge of data from everywhere, there is 
a shortage of high quality data to train machine learning 
algorithms, in order to answer a myriad of questions and 
hypotheses. 

Real time analysis of inpatient data to predict adverse 
outcomes is exciting and has great potential for financial 
savings and patient safety. However, because it is “clinical 
decision support” it is subject to alert fatigue and other 
challenges. Clinicians must be part of any intervention 
team for ‘buy in” and the outcome of interest e.g. “early 
sepsis” must be clinically important and the response/
treatment must be actionable and attainable. It must not 
increase the workload of clinicians and ideally should 
not require manual input of data. 

Another challenge facing the data science field is 
hype. While there is no doubt that we need to train 
more people in data science, it is unclear how often big 
data analytics is required. Challenges with big data are 
covered in that chapter. 

Finding correlations, using statistics or machine 
learning is not difficult, but correlation doesn’t prove 
causation. For example, fire engines don’t cause fires, 
just because they seem to be omnipresent at fires.

FUTURE TRENDS

It is likely that automation of analytics will become 
more commonplace and will allow for more healthcare 
workers to be involved in data science and analytics. 
More and more data analytical platforms are becoming 
available. In addition to IBM, Amazon and Microsoft, 
Google began offering the Google Cloud Platform in early 
2016. This comprehensive platform offers a myriad of 
tools (26) that fall into the following categories: compu-
tation, storage, networking, big data, machine learning, 
operations and tools. 72

In David Donoho’s seminal paper “50 years of Data 
Science” he posited the following future trends:

• Open science: more sharing of data and code among 
researchers to promote reproducibility

• Science as data: verifiable results, available to all 
researchers

• Data analysis tested empirically: rather than using 
mathematical models under ideal conditions, anal-
yses will be judged with empirical methods 14

It is possible that with better automation and simplifica-
tion of data analytics, shorter training may be acceptable. 
An example would be figure 1.11 where there is a compar-
ison of the mathematical formula for logistic regression 
compared to an online calculator and programming 
language. This represents the balance between being 
being “user friendly” and “dumbing down” the math. 

Figure 1.11 Logistic regression math formula vs. 
programming language vs. online calculator

Or
model<-outcome ~ glm(age + smoking, link=binomial)
summary(model) 

Or

It is also challenging to educate people involved with 
data to use both statistical and machine learning tools. 
Both are important and both should be used to expand the 
analytical tool set. Classic statistical tools, such as linear 
regression may be too rigid for evaluating biological data 
that is more complex with more unknowns. This is often 
better analyzed with machine learning algorithms. Newer 
data challenges such as image or speech recognition have 
demanded newer methods, such as neural networks.

Because the field is new with constantly changing tech-
nologies it is difficult to predict the future. There needs to 
be an ongoing effort to link industry with academia to be 
sure universities are educating students with the right skill 
sets. It also demands cooperation among different biomed-
ical data science programs to share “lessons learned.” 55

Many have argued that biomedical data analytics is 
unique and not like data from the physical sciences. They 
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in the pipeline. In addition, most graduates will need 
experience in the field (domain) to develop expertise. 
Healthcare organizations need to look at potential intern-
ships in the CIO’s arena to gain the necessary experience 
to intelligently analyze healthcare data. 

Colleges and Universities are already “ramping up” in 
the data science field to educate more workers in multiple 
industries about data analytics, statistics and machine 
learning. Healthcare workers who are unable to enroll 
in local data science courses have a plethora of low-cost 
online national courses available. Biomedical data science 
programs are increasing at a surprising rate in the US. 

It seems likely that we will see more automation of 
analytics in the future. Many programs such as Tableau, 
RapidMiner and BlueSky make data preprocessing 
and visualization much easier. It is likely we will see 
vendors produce new products for predictive analytics. 
Importantly, new products will need the means to eval-
uate and report their results. In healthcare, performance 
is most commonly reported out as sensitivity, specificity, 
positive and negative predictive values, likelihood ratios 
(LRs) and area under the curve (AUC). It is just a matter of 
time before we see this type of robust analytical reporting 
embedded into the software, to include electronic health 
records. 
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